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Question 1
Part (a)

This question uses data gathered by first-year Biomedical Science students at the University of Edinburgh.
The students measured themselves for a variety of traits, and noted their declared Sex as Female or Male.
This dataset is sufficiently old that I am unsure whether additional categories of Sex were noted (they are
absent from this dataset). This question asks us to compare Peak.Exp.Flow between females and males and
assess evidence whether their mean values likely differ.

To begin working with these data, we import the dataset. We’ll do so using the read.table command:

our.data <- read.table("MS1 Data.csv", TRUE, o @)

Now, let’s look the top of the dataframe to get a sense of how the data are organized. We’ll use the head ()
function to show us the top (head) of the dataframe. (Can you guess what the tail() function does? Try it!)

head(our.data)

##  Sex Adj..Height Adj..Weight BMI Waist.meas Hip.meas Waist.Hip.Ratio.WHpR
## 1 F 1.565 59 24.08925 73 97 0.7525773
# 2 F 1.615 54 20.70374 63 84 0.7500000
## 3 F 1.645 61 22.54229 80 88 0.9090909
## 4 F 1.745 56 18.39065 71 87 0.8160920
## 5 F 1.675 48 17.10849 64 84 0.7619048
## 6 M 1.855 77 22.37705 84 89 0.9438202
##  Waist.Height.Ratio.WHtR Dom.Hand Dom.Grip Non.dom.Grip dom.non.dom.ratio

##H 1 0.4591195 R 27.0 25.0 1.0800000

## 2 0.3841463 R 21.0 21.0 1.0000000

## 3 0.4790419 R 27.0 26.0 1.0384615

## 4 0.4011299 R 22.0 20.0 1.1000000

## 5 0.3764706 R 20.0 17.0 1.1764706

## 6 0.4468085 R 53.2 53.6 0.9925373

##  Peak.Exp.Flow Sys.BP Dias.BP Heart.Rate

## 1 450 109 78 86

## 2 350 109 75 80

## 3 300 120 65 86

## 4 440 99 66 75

## 5 420 88 61 73

## 6 550 131 69 86

We see 16 columns of data, with data for a variety of traits. We are asked to compare Peak.Exp.Flow
between females and males, noted as F and M, respectively in the column, Sex.

We were asked to look at a summary of the data using the summary () function. This is a good habit at the
start of a data analysis because it helps you become more familiar with a dataset. Alternatively, examining



the output of summary() can help ensure that you have organized the data as desired if you created the

dataset, yourself. Here’s the summary:

summary (our.data)

## Sex Adj. .Height Adj. .Weight BMI

## Length:365 Min. :1.495 Min. : 37.00 Min. :15.14

## Class :character 1st Qu.:1.625 1st Qu.: 54.00 1st Qu.:19.46

## Mode :character Median :1.685 Median : 60.00 Median :21.15

## Mean :1.694 Mean : 61.73 Mean :21.42

## 3rd Qu.:1.755 3rd Qu.: 68.00 3rd Qu.:22.98

## Max. :1.955 Max. :101.00 Max. :33.59

## Waist.meas Hip.meas Waist.Hip.Ratio.WHpR Waist.Height.Ratio.WHtR
## Min. : 26.00 Min. : 30.00 Min. :0.6310 Min. :0.1628
## 1st Qu.: 69.00 1st Qu.: 84.00 1st Qu.:0.7826 1st Qu.:0.4046
## Median : 73.00 Median : 89.00 Median :0.8353 Median :0.4286
## Mean : 73.82 Mean : 87.95 Mean :0.8446 Mean 0.4294
## 3rd Qu.: 78.50 3rd Qu.: 93.00 3rd Qu.:0.8878 3rd Qu.:0.4568
## Max. :108.00 Max. :114.00 Max. :1.8974 Max. :0.5912
#H# Dom.Hand Dom.Grip Non.dom.Grip dom.non.dom.ratio
## Length:365 Min. :13.00 Min. :12.00 Min. :0.7097

## Class :character 1st Qu.:26.00 1st Qu.:23.20 1st Qu.:1.0204

## Mode :character Median :30.20 Median :28.00 Median :1.0881

## Mean :32.58 Mean :30.24 Mean :1.0889

## 3rd Qu.:38.00 3rd Qu.:36.00 3rd Qu.:1.1622

## Max. :83.00 Max. :83.00 Max. :1.6500

## Peak.Exp.Flow Sys.BP Dias.BP Heart .Rate

## Min. 1220 Min. : 68.0 Min. 1 42.00 Min. . 46.00

## 1st Qu.:375 1st Qu.:102.0 1st Qu.: 61.00 1st Qu.: 71.00

## Median :440 Median :109.0 Median : 67.00 Median : 81.00

## Mean 1445 Mean :110.6 Mean : 67.77 Mean : 81.19

## 3rd Qu.:510 3rd Qu.:119.0 3rd Qu.: 73.00 3rd Qu.: 90.00

## Max. 1790 Max. :163.0 Max. :127.00 Max. :126.00

Notice the types of information displayed. For example, we see that summary () informs us that the data in
columns Sex and Dom.Hand are ‘characters’ (not numbers) whereas the remaining columns appear to hold
numbers. Notice as well that for each numeric variable, we obtain information about the data’s distribution
within each column. For example, Heart.Rate (the last column) ranges from 46 to 126. Examining your
data in this way can help you identify unusual (outlier) data points (of course, plotting our data also helps
identify odd data points).

Let’s go beyond what the question asked us to do and also examine our dataset using the str () function.

str(our.data)

## 'data.frame': 365 obs. of 16 variables:

## $ Sex : chr "F" "F" "F" "F" ...

## $ Adj..Height :num 1.56 1.61 1.65 1.75 1.68 ...

## $ Adj..Weight : num 59 54 61 56 48 77 65 67 57 76 ...
## $ BMI :num 24.1 20.7 22.5 18.4 17.1

## $ Waist.meas :num 73 63 80 71 64 84 76 77 72 84 ...
## ¢ Hip.meas :num 97 84 88 87 84 89 75 92 87 95 ...
## $ Waist.Hip.Ratio.WHpR :num 0.753 0.75 0.909 0.816 0.762 ...
## $ Waist.Height.Ratio.WHtR: num 0.459 0.384 0.479 0.401 0.376 ...
## $ Dom.Hand : chr "R" "R" "R" "R"

## $ Dom.Grip :num 27 21 27 22 20 53.2 30.4 27.2 26 34.8 ...



## $ Non.dom.Grip :num 25 21 26 20 17 53.6 28.3 25.1 23 30.4 ...
## ¢ dom.non.dom.ratio :num 1.08 1 1.04 1.1 1.18 ...

## § Peak.Exp.Flow : num 450 350 300 440 420 550 580 310 300 430 ...
## $ Sys.BP : int 109 109 120 99 88 131 122 99 90 9%4 ...

## ¢ Dias.BP : int 78 75 65 66 61 69 61 73 76 67 ...

## § Heart.Rate : int 86 80 86 75 73 86 94 96 116 82 ...

Notice that this output provides relatively similar information as the output of summary (), but now we notice
something new. Examine the final three rows: Notice that the output indicates that the data in these rows
are int, meaning ‘integer’, whereas other rows (except for Sex and Dom.Hand) are num, meaning ‘numeric’.
The difference between int and num is that R allows (or recognizes) a decimal for num but not for int.

It is wise to check that all of the columns are of the type you desire. For example, sometimes a column might
be classed as int but you wanted it to be treated as a Factor. In this case, you could re-assign a column’s
data class. Just for illustration, let’s convert Heart.Rate (the final column) from int to a Factor. (This
makes no biological sense; we're doing this simply as a demonstration of what’s possible.) We do so like this:

our.data$Heart.Rate <- factor(our.data$Heart.Rate)

Now, let’s look at our data again:

str(our.data)

## 'data.frame': 365 obs. of 16 variables:

## $ Sex : chr "F" "F" "F" "F"

## ¢ Adj..Height :num 1.56 1.61 1.65 1.75 1.68 ...

## § Adj..Weight : num 59 54 61 56 48 77 65 67 57 76 ...

## $ BMI :num 24.1 20.7 22.5 18.4 17.1

## $ Waist.meas :num 73 63 80 71 64 84 76 77 72 84 ...

## $ Hip.meas :num 97 84 88 87 84 89 75 92 87 95 ...

## $ Waist.Hip.Ratio.WHpR :num 0.753 0.75 0.909 0.816 0.762 ...

## $ Waist.Height.Ratio.WHtR: num 0.459 0.384 0.479 0.401 0.376 ...

## $ Dom.Hand : chr "R" "R" "R" "R" ...

## $ Dom.Grip :num 27 21 27 22 20 53.2 30.4 27.2 26 34.8 ...
## $ Non.dom.Grip :num 25 21 26 20 17 53.6 28.3 25.1 23 30.4 ...
## ¢ dom.non.dom.ratio :num 1.08 1 1.04 1.1 1.18 ...

## $ Peak.Exp.Flow : num 450 350 300 440 420 550 580 310 300 430 ...
## $ Sys.BP : int 109 109 120 99 88 131 122 99 90 94 ...

## ¢ Dias.BP : int 78 75 65 66 61 69 61 73 76 67 ...

## ¢ Heart.Rate : Factor w/ 63 levels "46","47","49",..: 35 29 35 24 22 35 43 45 61 31

We now see that R sees Heart.Rate as a factor!

OK. We've examined the dataframe enough. Let’s move on.

Part (b)
We’re now asked to plot the data.

Before plotting and analyzing our data with a given test (a t-test in our case) we should always ask ourselves
whether the data are suitable for that type of analysis. To do so, let’s consider the assumptions of a 2-sample
t-test:

e Subjects are randomly assigned to treatment groups
e Measurements are independent

e Equal variance

e Normal distribution



(If you have not yet encountered these assumptions, e.g., the notion of ‘independence’, fear not - we will
address these topics soon.)

Are subjects randomly assigned to treatments? No, they were not. This is because our ‘treatments’ are
‘female’ and ‘male’, and we did not randomly assign these states to individual subjects. As a result, it is
possible that Sex may be confounded with some other variable (e.g., amount of hours of sleep per night) and
that any difference we see between the groups might be due to the confounding variable and not Sex, per se.
Does this mean that we cannot perform a t-test? No, it does not. But it does mean that we need to be wary
of our interpretation, and recognize limits on our ability to attribute differences to Sex. (Please note that I
have no idea whether females and males tend to differ in hours of sleep - I chose this as a random, benign
example.)

Are measurements independent? Each subject was measured once, which is consistent with independence. If
the students are a random sample of our study population then we expect measurements among students
(subjects) will be independent. In truth, we don’t know whether the students are a truly random sample and
therefore cannot know definitively whether measurements are independent. But we do not aim to publish
these results, so we won’t worry much. We’ll proceed, assuming measurements meet the assumption of
independence.

Is variance equal between the groups? We can check this in two ways. First, we’ll plot the data as a boxplot
and with individual values:

boxplot (Peak.Exp.Flow ~ Sex, our.data)
stripchart (Peak. Exp.Flow ~ Sex, our.data, TRUE, TRUE,
"jitter", 21, "maroon", "bisque")
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The boxplots for females and males are similar widths, which suggests the data meet the assumption of equal
variance. We also do not see any worrisome outliers; this is not the same issue as checking for equal variance,
but it makes sense to check for ourliers at this time.

We can also calculate variance for each level of Sex (or rather, we’ll calculate the standard deviation, which
simply equals the square root of the variance). We’ll do so using the tapply () function. We provide tapply ()
three arguments: the data for which we wish to make a calculation (our.data$Peak.Exp.Flow), the data
that indicate the various categories for which we want to make separate calculations (our.data$Sex), and
the function we’d like to use to make our calculation (sd, which calculates standard deviation).



tapply(our.data$Peak.Exp.Flow, our.data$Sex, sd)

#i# F M
## 71.52514 89.78431

Consistent with what we see in the boxplots, the standard deviation is relatively similar between females
and males. But, they are not identical. Should this worry us? Whitlock & Schluter’s book (“The analysis of
biological data”, second edition) indicates (citing Ramsay 1980) that a 2-sample t-test will perform adequately
with sample sizes greater than, say, 30 in each group so long as sample sizes are relatively equal in the two
groups and standard deviations differ by less than about threefold. Are our sample sizes equal? Let’s check:

tapply (our.data$Peak.Exp.Flow, our.data$Sex, length)

# F M
## 265 100

No - we have more than twice as many females as males. Whitlock & Schulter indicate that if sample sizes
are not equal, or if standard deviation differs by more than three fold, we should use a Welch’s t-test instead
of a 2-sample t-test. We will follow their advice and use a Welch’s t-test.

What about our last assumption of normality? This assumtion is best checked by plotting the data. Our
boxplots above are highly symmetrical, which is consistent with the needs of a (Welch’s) t-test. We can also
plot the data in histograms:

hist(our.data[which(our.data$Sex == "F"),"Peak.Exp.Flow"])

Histogram of our.data[which(our.data$Sex == "F"), "Peak.Exp.Flow"]
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Histogram of our.data[which(our.data$Sex == "M"), "Peak.Exp.Flow"]
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our.data[which(our.data$Sex == "M"), "Peak.Exp.Flow"]

Both histograms are roughly consistent with a normal distribution, and we are happy that our data meet the
assumptions of the analysis, so long as we use a Welch’s t-test (not a 2-sample t-test).

You might be wondering why we did not use a statistical test to determine whether the data are normally
distributed within each group. This is because, in general, such statistical tests do not tell us what we really
need to know. We deal with this topic more when we address various types of General Linear Models and
‘Dealing with violated assumptions’ For now, I will point you to one of the original publications that dealt
with a t-test, by Student (1908), “The probable error of a mean” (Biometrika Vol. 6, No. 1 (Mar., 1908),
pp. 1-25). Here, Student explains, “This assumption [of a normal distribution] is accordingly made in the
present paper, so that its conclusions are not strictly applicable to populations known not to be normally
distributed; yet it appears probable that the deviation from normality must be very extreme to lead to serious
error.” i.e., Data need not be perfectly normally distributed to be satisfactory. This is why we simply plotted
our data: we were checking whether the data had a (roughly) bell shape (and they do in our case). If a
formal statistical test had indicated that data in either of our groups was not normally distributed, we would
have needlessly worried that our data were not appropriate for a t-test.

Part (c)
We can perform a Welch’s t-test like this:
my.t.test <- t.test(Peak.Exp.Flow ~ Sex, our.data)

We have provided the t.test function several bits of information. The component, Peak.Exp.Flow ~ Sex
indicates that we want Peak.Exp.Flow to be the dependent variable and Sex to be the independent
variable. In other words, our analysis tests whether Peak.Exp.Flow depends on Sex, which makes more
biological sense than the reverse scenario. The term, data = our.data tells the t.test function where to
find these data.

(If we had wanted to conduct a 2-sample t-test, instead of a Welch’s t-test, we would have used:
my.t.test.2.sample <- t.test(Peak.Exp.Flow ~ Sex, var.equal = TRUE, data = our.data))

Now, what did we find?



my.t.test

#it

## Welch Two Sample t-test

#i#

## data: Peak.Exp.Flow by Sex

## t = -14.145, df = 148.89, p-value < 2.2e-16
## alternative hypothesis: true difference in means between group F and group M is not equal to O
## 95 percent confidence interval:

## -161.1445 -121.6404

## sample estimates:

## mean in group F mean in group M

#i# 406.3075 547.7000

Let’s explore this output from the bottom, upwards.

At the base, the output provides mean values of Peak.Exp.Flow, which equaled 406.3075 and 547.7000
for females and males, respectively. We should report these values in our Results (along with estimates of
standard error or 95% confidence intervals, which we learn to calculate elsewhere). We can also use these
values to calculate the average difference in Peak.Exp.Flow between the two groups: 406.3075 - 547.7000
= -141.3925. We can refer to this difference between the mean values of the two groups as the effect size.
This value is negative because we subtracted the larger mean from the smaller mean; we would obtain the
same result, but positive, if we had made the subtraction the other way around. Overall, the sign (positive or
negative) does not matter, so long as we remember which group had the higher mean.

Moving up, we next see 95 percent confidence interval, which corresponds to the 95 percent confidence
interval of the difference in mean Peak.Exp.Flow between the two groups (females and males); i.e., 95%
CT’s for the effect size. This 95% confidence interval spans the values -161.1445 to -121.6404. Again, these
values are negative because t.test subtracted a larger mean from a smaller mean. These 95% confidence
intervals indicate that the difference between the mean values of Peak.Exp.Flow for females and males
plausibly (accounting for assumptions of using 95% CIs rather than, say, 99% CI’s) range from 121.6404 to
161.1445, where the mean of males tends to be higher. Recall that the estimated mean difference between
female and male Peak.Exp.Flow equaled 141.3925 (see above), which falls nicely within the limits of the
95% CT’s. This mean mean difference, 141.3925 and it’s 95% CI (121.6404 to 161.1445) provide
important information for our conclusions and should be reported. These results indicate that
the estimated difference in Peak.Exp.Flow between females and males equals 141.3925, but this effect size
could also plausibly range from about 121.6404 to 161.1445. We can (and should) then try to interpret the
implications of these values for our understanding of biology. For example, is a difference of 141.3925 in
Peak.Exp.Flow a biologically meaningful (important) difference? Likewise, we can ask the same question
of the ends of the 95% CT’s of this difference, 121.6404 and 161.1445. By thinking of our results in this
way, we focus on the biological implications of our results (do they ‘matter’?). Now, I will not make such an
interpretation for Peak.Exp.Flow because I know nothing about it. But presumably someone who conducts
a study of Peak.Exp.Flow (e.g., an expert in respiration) would have something meaningful to say here.

Omne more thought about the 95% CT’s for the difference between females and males (the effect size). Notice
that the 95% CI range of 121.6404 to 161.1445 does not span zero. This implies, roughly speaking, that
‘zero’ is not a plausible difference between the mean Peak.Exp.Flow of females with that of males. This
situation corresponds to a ‘statistically significant difference’ in mean Peak.Exp.Flow between females and
males. Note, however, that the notion of “statistical significance” is now frowned upon, and I mention it here
only to provide context for interpreting 95% CT’s of an effect size. If, instead, the 95% CI’s for the effect size
had included zero (e.g., =15.1 to 5.2), then (roughly speaking) we would conclude that zero is a plausible
effect size; such a result would correspond to a ‘statistically non-significant’ result. Again, I only mention
statistical significance to provide additional context to interpret 95% CI’s of effect size.

Now, let’s look at the top of our output. We find, t = -14.145, df = 148.89, p-value < 2.2e-16. What
do these values mean?



e the value t is our test statistic, and we should report it.

o df refers to ‘degrees of freedom’ (explained when we discuss general linear models), and we should
report it.

e Last, we find the p-value. How do we interpret this value? In general, smaller p-values constitute
stronger evidence against the null hypothesis (i.e., stronger evidence for a real difference between
females and males, in our case). But how small does a p-value need to be to provide convincing
evidence? Benjamin et al (2018, “Redefine statistical significance”; Nature Human Behanviour)
(https://www.nature.com/articles/s41562-017-0189-z.pdf?origin=ppub) suggest that p-values of
0.005 or smaller constitute ‘substantial’ or ‘strong’ evidence of an effect. Larger p-values constitute
weaker evidence for an effect. Their paper points out that the conventional p-value ‘cut off’ of 0.05 does
not constitute strong evidence for an effect. 1 suggest we consider p-values around 0.05 to be termed
‘moderate’ evidence for an effect. (Note that Benjamin et al. (2018) arque that the 0.05 represents
‘weak’ evidence for an effect and they provide three arguments to justify this view. I admit that I have
used the term ‘moderate’ largely as a public relations or political stunt: I fear that declaring 0.05 as
‘weak’ evidence for an effect will prove too radical for some people (despite good reason) and hinder a
transition away from the concept of ‘statistical significance’). Certainly p-values much larger than 0.05
constitute ‘weak’ evidence for an effect. In our case, the p-value is very very tiny (2.2e-16), telling us
that we have substantial evidence for a difference in Peak.Exp.Flow between females and males. We
would report this p-value in our results.

Overall, our analysis yields strong evidence for a difference in Peak.Exp.Flow between females and males (t =
-14.145, df = 148.89, p-value < 2.2e-16). Peak.Exp.Flow equaled 406.3075 and 547.7000 in females
(n = 265) and males (n = 100), respectively (we should also include standard errors for each mean). Overall,
the mean difference between female and male Peak.Exp.Flow equals 141.3925, with corresponding 95% CI’s
of 121.6404 and 161.1445. If I knew more about Peak.Exp.Flow, I would now interpret these values in
biological terms (i.e., are these ‘big’ or important differences?).

Question 2

This is up to you! Use the guidance, above, to try your own analysis.


https://www.nature.com/articles/s41562-017-0189-z.pdf?origin=ppub
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